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Introduction

As the companion to this volume shows, there are many opportunities for
formulating optimization and related problems as the minimization of linear
functions of many decision variables, subject to restrictions on other linear
functions of the variables. There would be no point to formulating these linear
programs or LPs, however, if they couldn’t be “solved” for an optimal objec-
tive value and optimal levels of the variables. Thus, although linear algebra has
long been a part of mathematics, the popularity of linear programming dates
only back to the early 1950’s, when the first computational algorithms for solv-
ing LPs were developed. Not surprisingly, these algorithms were invented at
about the same time that computers were first widely used in government and
industry.

In the first part of this volume we introduce one particular method, the sim-
plex algorithm, for solving linear programs using a computer. The simplex al-
gorithm was the first practical approach for solving LPs, and it is still the most
widely used — although newer approaches may prove to be faster, especially for
very large problems. Our development of the simplex algorithm will provide an
elementary yet extensive example of the kinds of reasoning involved in deriving
methods for solving optimization problems; most importantly, you will see that
the algorithm is an iterative method for which the number of steps cannot be
known in advance. Additionally, many important properties of linear programs
will be seen to derive from a consideration of the simplex algorithm.

We begin this part by motivating the simplex algorithm and by deriving for-
mulas for all of its steps. Then we develop just enough theory to prove that the
algorithm really works, under some simplifying assumptions. We conclude by
reconsidering these assumptions, in order to show that the algorithm is truly of
practical value.
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1. General Formulations

Different applications of linear programming give rise to many different
structures and formulations. When it comes to solving linear programs, how-
ever, we do not want to have to devise a different method for every different
application. Much of the strength and usefulness of linear programming de-
rives from the fact that a single algorithm can be used to solve just about any
LP.

To permit a general solution method, what we need is a general formulation
to which all other LP formulations can be transformed. This section presents
such a formulation, and describes the most common transformations associ-
ated with it. We also introduce a second general formulation that is useful in
geometric analyses of linear programming. Later the second form will be seen
to also play a very important role as a so-called dual of the first.

1.1 A general “algebraic” form

The general form to be employed here consists of the minimization of a
linear function of n nonnegative variables, subject to m linear equations:

Minimize c1x1 � c2x2 � � � � � cnxn
Subject to a11x1 � a12x2 � � � � � a1nxn � b1

a21x1 � a22x2 � � � � � a2nxn � b2
...

...
am1x1 � am2x2 � � � � � amnxn � bm

x1 � 0; x2 � 0; : : : ; xn � 0

The same objective and constraints can be written more concisely using the
familiar Ö summation notation from calculus:

Minimize
Pn
j�1 cjxj

Subject to
Pn
j�1 aijxj � bi; i � 1; : : : ;m

xj � 0; j � 1; : : : ; n

This resembles standard diet, blending and other minimum-cost input models,
except that the required amount of output i is required to exactly equal bi.

In the subsequent discussion of algorithms, it will be desirable to employ an
even more concise vector and matrix notation. The data of the general LP can
be represented by an m�n matrix

A �

2
664
a11 � � � a1n

...
...

am1 � � � amn

3
775

together with an n-vector of “costs”

c � �c1; : : : ; cn�
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and an m-vector of “right-hand sides”

b � �b1; : : : ; bm�:

The variables can also be grouped into an n-vector:

x � �x1; : : : ; xn�:

Then the entire linear program can be written as follows:

Minimize cx
Subject to Ax � b

x � 0

The notation cx refers to the inner product
Pn
j�1 cjxj of the n-vectors c and

x. Often in linear algebra this is written cTx (c-transpose x), where the “row
vector” cT multiplies the “column vector” x. But for purposes of introducing
the simplex method we will not distinguish row and column vectors where the
meaning is clear from the context.

1.2 Transformations to the general algebraic form

If you have a linear program whose objective is minimized, whose variables
are all nonnegative, and whose constraints are all equalities, then it fits the
general form above. As a simple example, a 3� 3 assignment problem,

Minimize
P3
i�1

P3
j�1 cijxij

Subject to
P3
j�1 xij � 1; i � 1; : : : ;3P3
i�1 xij � 1; j � 1; : : : ;3

xij � 0; i � 1; : : : ;3; j � 1; : : : ;3

can be put into the general form, by taking

A �

2
666666664

1 1 1 0 0 0 0 0 0
0 0 0 1 1 1 0 0 0
0 0 0 0 0 0 1 1 1
1 0 0 1 0 0 1 0 0
0 1 0 0 1 0 0 1 0
0 0 1 0 0 1 0 0 1

3
777777775
;

b � �1;1;1;1;1;1�;
c � �c11; c12; c13; c21; c22; c23; c31; c32; c33�;
x � �x11; x12; x13; x21; x22; x23; x31; x32; x33�:

For other linear programs, some more work is necessary. Fortunately, however,
there are simple and convenient ways of transforming different kinds of objec-
tives and constraints so that they conform to the standard algebraic form. The
following are the most common cases that require transformation:

Maximization. To find a solution that maximizes some function, all you have
to do is minimize its negative. In particular, to find a maximizing solution for
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Pn
j�1 cjxj , you can minimize

Pn
j�1��cj�xj ; that is, just reverse the sign of every

nonzero coefficient in the objective.
When some computer systems are applied to solve a profit-maximizing LP,

the optimal objective value is reported as being negative! This is because the
system is really minimizing the negative of the profit.

Inequality constraints. Suppose that a linear program has a constraint that
is an inequality, such as

nX

j�1

aijxj � bi;

with all xj � 0. Clearly this constraint is satisfied if and only if the difference
bi�

Pn
j�1 aijxj is nonnegative. As a result, we can define a nonnegative variable

si to equal the difference, leading to equivalent constraints

nX

j�1

aijxj � si � bi; si � 0;

with still all xj � 0. We have transformed the inequality constraint into an
equality in nonnegative variables, as required by the standard algebraic form.

The variable si is called a slack variable. You can transform any number of
� constraints into � constraints by adding a slack variable to each one. (Re-
member to add a different slack variable to each constraint, however; it is not
equivalent to use the same slack on every one.)

A � constraint is handled in much the same way. The equivalent of

nX

j�1

aijxj � bi

is

nX

j�1

aijxj � si � bi; si � 0;

which again fits the standard algebraic form. The variable si subtracted here
is also called a slack variable, or sometimes a surplus variable. (Of course, we
could have just exchanged the two sides of the � constraint to make it a � one,
and then we could have added a slack. The result would have been the same,
though.)

Differently constrained variables. In the unlikely case that the constraints
require xj � 0, we can observe that this is just the same thing as �xj � 0.
Thus, to get back to the standard form in which all variables are nonnegative, it
suffices to replace every occurrence of xj by �xj . Equivalently, every nonzero
coefficient of xj just needs to be reversed in sign.

What if some variable xj is not constrained to have either positive or nega-
tive sign? We can write such a free variable as the difference of two nonnegative
variables:
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xj � x�j � x�j where x�j � 0; x�j � 0:

No matter what value xj takes, there is always a pair of nonnegative values for
x�j and x�j so that xj equals x�j � x�j . Thus we can substitute the expression
x�j � x�j for every occurrence of xj in the linear program; the nonstandard free
variable is consequently replaced by two standard nonnegative ones.

1.3 A general “geometric” form

An alternative standard form maximizes a linear objective subject only to
certain linear inequalities:

Maximize
Pn
j�1 cjxj

Subject to
Pn
j�1 aijxj � bi; i � 1; : : : ;m

Defining the matrix A and the vectors b, c and x as before, the same thing can
be written as

Maximize cx
Subject to Ax � b

We call this the geometric form because it is convenient for discussions of the
geometry of linear programming. In contrast, the algebraic form is much more
convenient as a standard for defining and implementing the algorithm that will
be described. The algebraic and geometric forms are entirely equivalent, how-
ever, in the sense that for any linear program expressed in one, there is an
equivalent linear program in the other.

Suppose that we start from the algebraic form. The constraints Ax � b
are equivalent to Ax � b and Ax � b, or Ax � b and ��A�x � ��b�. The
constraints x � 0 are the same as �x � 0, or ��I�x � 0, where I is an n � n
identity matrix. Finally, to minimize cx, we can maximize its negative, ��c� �x.
Putting this all together, an equivalent linear program is given by

Maximize ��c� � x

Subject to

2
64

A
�A
�I

3
75x �

2
64

b
�b

0

3
75

which is in the geometric form.
Conversely, suppose that we start from the geometric form. Since each vari-

able xj is unconstrained in sign, we replace it by a difference x�j � x�j of non-
negative variables. We also convert each inequality to an equality by adding a
slack variable. Now the linear program is

Maximize
Pn
j�1 cj�x

�
j � x�j �

Subject to
Pn
j�1 aij�x

�
j � x�j �� si � bi; i � 1; : : : ;m

x�j � 0; x�j � 0; j � 1; : : : ; n
si � 0 i � 1; : : : ;m
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To maximize this objective, we can minimize its negative. When we write x� �
�x�1 ; : : : ; x�n�, x� � �x�1 ; : : : ; x�n� and s � �s1; : : : ; sm�, the resulting equivalent
linear program is then seen to have the form

Minimize ��c; c;0� � �x�; x�; s�
Subject to �A �A I� �x�; x�; s� � b

�x�; x�; s� � 0

which is in the algebraic form.
Similar results can be proved about other linear programming formulations.

All are equivalent under suitable transformations. As a result, it is justifiable to
pick one convenient standard LP form, and to develop just one algorithm that
applies to it.
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2. Geometry

To understand the steps of an algorithm for linear programming, you may
find it useful to first understand the underlying geometry. This section devel-
ops a two-dimensional example to show how a linear program’s optimal solution
must occur at a certain “vertex” of a polygon of possible solutions. Then the in-
sight provided by this example is extended to higher dimensions, where several
key complications are seen to appear. Finally, we use these examples to suggest
the essentials of an algorithm for solving linear programs.

2.1 A two-dimensional example

For a geometric form linear program in two variables, it is easy to graph the
objective and constraints and to see what the optimal solution ought to be. For
purposes of illustration, we use the following example:

Maximize x1 � 4x2

Subject to x1 � x2 � 3
x1 � 2x2 � 4

� x1 � x2 � 1
� x1 � 0

� x2 � 0

We represent any solution vector �x1; x2� in the familiar way, as a point in the
graph of x1 versus x2.

Consider first the constraints. Each linear inequality is satisfied by all points
�x1; x2� in a certain half-plane. For example, x1�x2 � 3 is satisfied by all points
on or below the line defined by x1 � x2 � 3, as shown by the shaded region in
this graph:

x
1 +

x
2 =

3

A pair of inequalities is satisfied by all points �x1; x2� in a pair of intersecting
half-planes. For example, points that satisfy x1 � x2 � 3 as above, and also
�x2 � 0, must lie both below x1 � x2 � 3 and to the right of �x2 � 0:

x
1 +

x
2 =

3

–
x

2
 =

 0
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More generally,m different constraints define a feasible region that is the inter-
section ofm half-spaces. Only the points in this region satisfy allm constraints.
For our example, the feasible region is the following shaded area:

–
x

2
 =

 0

x
1 +

x
2 =

3

–
x 1

+
x 2

=
1

– x1 = 0

x
1 +

2
x
2 =

4

It is the intersection of five half-spaces corresponding to the five constraints.
Now consider the set of all points at which the objective function has some

given value. This set is just a line. In our example, the set of points where the
objective function x1 � 4x2 is equal to 8 is just the line x1 � 4x2 � 8. The set
of points where it equals any number K is the line x1 � 4x2 � K. Here are some
examples:

x
1 + 4x

2 = 2

x
1 + 4x

2 = 5

x
1 + 4x

2 = 8

x
1 + 4x

2 = 11

You can see that different values of the objective define different parallel lines.
As the objective increases, these lines “move” across the plane — up and to the
right in this case.

We can now say how to solve the linear program: The optimal solution is
given by the “highest” objective line that intersects the feasible region. To see
how this is true, look again at the example, with the graphs of some objective
lines superimposed on the graph of the constraints:
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x1 + 4x2 = 11

x1 + 4x2 = 4

x1 + 4x2 = 71
3

x1 =
2

3, x2 =
5

3

Three cases can be observed here:

� The line x1�4x2 � 4 intersects the feasible region. At all the points where
it intersects, the constraints are satisfied and the objective value equals 4.

� The line x1 � 4x2 � 11 misses the feasible region entirely. No point satis-
fying all constraints is able to have an objective value equalling 11.

� The line x1� 4x2 � 71
3 is the highest one (of the family x1� 4x2 � K) that

intersects the feasible region. It touches just one point at a corner of the
region, where all constraints are satisfied and the objective value equals
71

3 . All higher lines clearly miss the region.

From the third case, we can conclude that 71
3 is indeed the optimal value of the

objective. The solution that achieves the optimum is represented by the corner
point, or vertex, where the line x1 � 4x2 � 71

3 . just touches the feasible region.

This point is x1 � 2
3 , x2 � 5

3 .
We can summarize this example by saying that the feasible region is a poly-

gon, and the optimal solution is found at a vertex. These facts hold for two-
dimensional linear programs generally. There do exist some exceptions, but
only for special cases; it can happen that there is no finite optimal solution at
all, or that the optimal set includes all of the infinitely many points along one
“edge” of the feasible polygon (including the vertices at each end).

These observations suggest that, to find an optimal solution, it should be
enough to check all vertices and to choose the one with the highest objective
value. Indeed, you could save time by starting at any one vertex, and then
moving along the feasible region’s perimeter to vertices that have better and
better objective values. As soon as the objective started to go down again, you
could stop and declare an optimum found.

2.2 Aspects of a three-dimensional example

If the two-dimensional case were typical of linear programming generally,
then LPs would be truly easy to solve. In fact, however, there are certain com-
plications that become evident only in higher dimensions.
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Consider the case of a 3-variable linear program, in the standard geometric
form. You can imagine “graphing” each possible solution �x1; x2; x3� as a point
in three-dimensional space. Each constraint is now satisfied by all points in a
certain half-space, defined by a plane and all points to one side of it. Together,
the constraints are satisfied by all points that lie in the intersection of various
half-spaces. Such an intersection defines a feasible region that has the form of
a polyhedron in 3-space: a convex body with flat faces, like a pyramid or a cut
diamond.

The set of all points where the objective function equals some value K is
represented by a plane in 3-space. As K is increased, a family of parallel planes
is defined. Thus the optimal objective value is naturally defined by the “highest”
plane that still intersects the feasible region. By the same reasoning that applied
in two dimensions, the optimal solution should occur at some vertex of the
region.

Whereas a vertex in the two-dimensional case is always at the intersection
of two edges of the feasible polygon, however, a vertex in the three-dimensional
case is at the intersection of three or more edges. (Think of the tip of a square
pyramid, for example, which is at the intersection of four edges.) Furthermore,
whereas a polygon has just one perimeter, there can be many paths along the
edges of a polyhedron from one vertex to another. The possibilities multiply
rapidly as one moves into higher dimensions (which are hard to visualize, of
course).

2.3 Geometry of an algorithm

The above analysis leads to an idea for an algorithm for solving linear pro-
grams. Start at any convenient vertex of the feasible region, and repeat the
following steps:

� Choose an edge that heads “upward” — in the sense of the objective func-
tion — from the current vertex.

� Follow the chosen edge until you reach another vertex, where the objective
function is necessarily higher than before.

When you reach a vertex from which all edges head “downward”, stop and de-
clare the current vertex to be the optimal solution.

This is, in fact, the idea of the simplex algorithm. To apply it with confidence,
we need only show that it really works for all linear programs. In particular, we
must show that it can’t follow edges upward forever, without ever stopping.
And we must show that when all edges from a vertex head downward, that
vertex must be really optimal.

We have a further goal, however, which is to make the algorithm practical
for running on a computer. Since the computer can’t look at graphs, we must
recast the algorithm in terms of specific algebraic steps. To this end, we will
need to answer questions like the following:

� What are vertices and edges in algebraic terms?
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� What algebraic test can tell you whether or not an edge heads upward from
the current vertex?

� What algebraic test can tell you which vertex you reach when you are fol-
lowing an edge?

In the process, we will have to deal with various complications that would not
be expected from the geometry. Here is a list of just some of them:

� There will have to be a way of finding a feasible vertex to start from.

� If more than one edge head upward from the current vertex, there will
have to be a criterion for choosing which one to follow.

� If the current vertex is an intersection of more than three edges, there is
a possibility of “degenerate” algebraic steps that fail to either change the
solution or increase the objective.

� There is a possibility of following an edge out to infinity, without ever
reaching another vertex.

� There is a possibility of having more than one optimal vertex.

The purpose of the next several sections is to develop the algebraic algorithm,
to deal with the complications that come up, and to show that the algorithm
really works under realistic conditions.

You might wonder why we want to follow edges, rather than moving toward
the optimum through the middle of the feasible polyhedron. Indeed, the idea of
moving through the middle leads to some very efficient algorithms — but not
in the most obvious ways. Because this simplex algorithm is more elementary,
it makes for a better introduction to linear programming methods; also, in the
course of developing the simplex method we will have a convenient opportunity
to derive many important properties of linear programs.
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3. Algebraic Interpretation of Vertices: Basic Solutions

Consider now a linear program in the standard algebraic form,

Minimize cx
Subject to Ax � b

x � 0

As before, A is an m � n matrix; let aj denote the jth column of A, and let ai

denote the ith row. To be consistent, b must be an m-vector and c must be an
n-vector; x is an n-vector of variables.

After a few preliminaries, we define below the notion of “basic” solutions
that correspond to vertices of the geometric form.

3.1 Preliminary definitions and assumptions

We’ll find it convenient to say that particular n-vector x̄ is a solution to a
linear program if it satisfies the equation constraints: Ax̄ � b. Solutions can be
found by standard techniques of linear algebra, like Gaussian elimination; for
linear programs of interest, there are infinitely many of them.

To avoid certain uninteresting complications, we will make the following
assumption about the equations’ coefficient matrix:

The rows of A are linearly independent.

A fundamental property of matrix algebra says that, if this assumption does not
hold, then either there are redundant equations in Ax � b that can be dropped,
or there are inconsistent equations that prevent Ax � b from having any so-
lutions at all. Thus we are not giving up anything by requiring independence.
Moreover, in applications of linear programming the rows of A either turn out
to be independent, or can easily be made so.

As an immediate consequence of this assumption, the matrix A cannot have
more rows than columns: m � n. In other words, the linear program cannot
have more equations than variables.

What makes linear programming difficult is that not all solutions to the equa-
tions also satisfy the nonnegativity constraints. A solution x̄ is said to be feasi-
ble if x̄ � 0 as well as Ax̄ � b. If x� is a feasible solution, and if its objective
value cx� � cx̄ for any other feasible solution x̄, then x� solves the linear
program; it is optimal.

3.2 Basic solutions

We can easily dispose of the case m � n. Since we have assumed that the
rows of A are linearly independent, the equations Ax � b have exactly one
solution in this situation. Either that solution is a vector of nonnegative entries,
in which case it is the feasible and optimal solution; or else there are no feasible
solutions at all.
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Now consider the interesting case of m < n. The equations Ax � b in this
situation have infinitely many solutions. Even so, we can reduce the problem to
that of finding a unique solution for just m of the variables. First, we pick m
variables that correspond tom linearly independent columns of A; this must be
possible, because there are m independent rows. Then, we set the other n�m
variables to zero. What’s left arem independent equations inm variables, which
necessarily have a unique solution. Of course, the solution we get will depend
on which m independent columns we pick.

To write the same thing more precisely, we’ll use the following notation for
a choice of m linearly independent columns of A:

B a set of column indices (or column numbers) ofm linearly
independent columns of A

B them�mmatrix formed from the columns corresponding
to the indices in B

xB the m-vector of variables corresponding to the indices
in B

We use an analogous notation for the n�m other columns:

N the set of column indices of the columns of A that are not
in B

N the m � �n �m� matrix formed from the columns corre-
sponding to the indices inN

xN the �n �m�-vector of variables corresponding to the in-
dices inN

Then the kind of solution x̄ that we have been talking about is determined
uniquely by

x̄N � 0;
Bx̄B � b:

Either the set B or the matrix B is referred to as a basis for the linear program.
The variables in xB and xN are respectively the basic and nonbasic variables,
and an x̄ determined as above is a basic solution.

There are many different bases for a typical Ax � b withm < n, and to each
there corresponds a unique basic solution. Conversely, if x̄ is a solution whose
nonzero entries correspond to linearly independent columns of A, then we can
assert the following:

� If there are exactly m nonzero entries in x̄, then it is a basic solution for
which there is a unique basis.

� If there are less than m nonzero entries in x̄, then it is a basic solution
for which there are many different bases — a case we’ll have more to say
about later.
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If there are more thanm nonzero entries in x̄, on the other hand, then it cannot
be a basic solution.

The variables x̄N � 0 in a basic solution are necessarily nonnegative. There
is nothing to guarantee, however, that the variables x̄B will be nonnegative. If
they are, then x̄ is a basic feasible solution, and we refer to the set B or the
matrix B as a feasible basis.

We can now easily state a correspondence between geometry and the alge-
braic concept of bases:

Each basic feasible solution
plays the same role as a vertex of the feasible region.

Thus we can assume that, in particular, if there is an optimal solution at all then
there is one that occurs at a basic feasible solution. As a result, we need only
search basic feasible solutions to look for an optimum.

Observe that bases, like vertices, are finite in number — because there are
only finitely many ways in which m basic columns can be chosen from the n
columns of A. Hence the subset of feasible bases is also finite in number. The
size of this subset can grow exponentially with the number of variables, how-
ever, reaching impractical values for LPs of even modest size. If there are, say,
1000 variables and 100 constraints, then the number of ways to choose 100
different variables out of the 1000 is

 
1000
100

!
� 6:4� 10139:

Very few of these choices of 100 variables may give feasible bases, but even a
tiny fraction would be far too many to search in anyone’s lifetime. But as we
will see, there are systematic ways to search the basic feasible solutions that in
practice visit only a manageably tiny subset of them.

3.3 Examples

To illustrate various kinds of solutions and bases, we introduce the following
two equations in five variables (m � 2, n � 5):

x1 � 2x2 � x3 � 4x4 � 2x5 � 2
x1 � x2 � 2x3 � 3x4 � x5 � 4

x1; : : : ; x5 � 0

These are the constraints of some linear program, but we don’t need to know
yet what the objective function is. If the constraints are written in the standard
algebraic form Ax � b, x � 0, then

A �
"

1 �2 1 �4 2
1 �1 2 �3 �1

#
; b �

"
2
4

#
;

and x is a 5-vector �x1; x2; x3; x4; x5� of variables.

A solution. The vector x̄ � �14;�2;0;4;0� satisfies Ax̄ � b, so it is a solution
for the linear program. It is not feasible, however, since x̄2 � �2 is negative.
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And it is not basic, since it has three nonzero entries, while the number of
constraints is only m � 2.

A feasible solution. The vector x̄ � �8;1;0;1;0� satisfies Ax̄ � b and also
x̄ � 0, so it is a feasible solution for the linear program. Again it is not basic,
however, because it has more nonzero entries than the number of constraints.

A basic feasible solution.. The vector x̄ � �10;0;0;2;0� satisfies Ax̄ � b and
x̄ � 0, so it is another feasible solution. It is also a basic solution, because it has
only two nonzero entries.

Since the number of nonzero entries in this solution is equal to the number
m � 2 of constraints, there is a unique corresponding basis. The basic variables
must be the two nonzero ones, x1 and x4, and the basis must be

B � �a1 a4� �
"

1 �4
1 �3

#
:

You can check that this is the right basis by setting x2 � x3 � x5 � 0, and
solving the resulting equations in x1 and x4:

x1 � 4x4 � 2
x1 � 3x4 � 4

a

"
1 �4
1 �3

# "
x1

x4

#
�
"

2
4

#
a BxB � b:

The unique solution to these equations is x̄1 � 10, x̄4 � 2. Together with the
other variables set to zero, this gives a solution of x̄ � �10;0;0;2;0�, which is
just what we started out with.

Other bases. Different choices of two variables (corresponding to indepen-
dent columns of A) can give different bases and basic feasible solutions. If we
take xB � �x2; x1� and fix x3 � x4 � x5 � 0, then the equations BxB � b
become

� 2x2 � x1 � 2
� x2 � x1 � 4

a

"
�2 1
�1 1

# "
x2

x1

#
�
"

2
4

#
:

Now the unique solution is x̄2 � 2, x̄1 � 6, giving a different basic feasible
solution of x̄ � �6;2;0;0;0�. (If we had said xB � �x1; x2� instead, the result
would have been exactly the same — it only matters which variables are basic,
not what order they’re in.)

As another example, let xB � �x2; x4�. Fixing x1 � x3 � x5 � 0, the equa-
tions BxB � b are

� 2x2 � 4x4 � 2
� x2 � 3x4 � 4

a

"
�2 �4
�1 �3

# "
x2

x4

#
�
"

2
4

#
:

In this case the unique solution is x̄2 � 5, x̄4 � �3, giving a solution x̄ �
�0;5;0;�3;0� that is basic but not feasible. In general, there is no easy way to
tell whether a basis is feasible, just by looking at which columns are in B; you
have to obtain the solution to BxB � b, and check whether it has any negative
entries.
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3.4 Degeneracy

It is instructive to consider one more example, provided by the vector x̄ �
�0;0;2;0;0�. Clearly x̄ is a feasible solution to our constraints, since it satisfies
both Ax̄ � b and x̄ � 0. Also it must be basic, because it does not have more
nonzero entries than the number of constraints. In fact, there are fewer nonzero
entries than constraints. Since x̄3 is positive, we can tell that x3 is in the basis;
but what is the other basic variable?

Suppose we try xB � �x3; x4�. We fix x1 � x2 � x5 � 0, and solve BxB � b,
"

1 �4
2 �3

# "
x3

x4

#
�
"

2
4

#
;

for x̄3 � 2, x̄4 � 0. We thus see that this choice of B is indeed a basis for
x̄ � �0;0;2;0;0�.

Now suppose we try xB � �x3; x1� instead. This time we fix x2 � x4 � x5 � 0
and solve BxB � b,

"
1 1
2 1

# "
x3

x1

#
�
"

2
4

#
;

for x̄3 � 2, x̄1 � 0. Hence the corresponding basic solution is again x̄ �
�0;0;2;0;0�; we have found a second basis for the same solution. You can
verify that xB � �x3; x2� and xB � �x3; x5� also work, giving four bases for this
solution altogether.

A basic solution of this kind — in which the number of nonzero entries in
x̄ is less than the number of constraints — is called a degenerate solution. A
corresponding basis must include all of the variables that are positive in the so-
lution, but there are only some number k < m of these; the otherm�k variables
in the basis can be chosen arbitrarily (so long as all the corresponding columns
are linearly independent). Thus there can be many bases for the same degen-
erate basic solution. We will see that degeneracy introduces some unwelcome
complications in the analysis and solution of linear programs.

The geometric analogue of degeneracy in two dimensions is trivial. At any
degenerate vertex, all but two of the constraints can be discarded without any
change to the solutions. (The discarded constraints are said to be redundant.)

A nontrivial geometric analogue of degeneracy can be described in three di-
mensions, however, as follows. A vertex of the feasible polyhedron has a certain
number of incident edges, and an equal number of incident faces. If there are
exactly three incident edges and faces, then the vertex is nondegenerate, and
it is defined uniquely by the intersection of the three incident faces (or, more
precisely, by the intersection of the planes that contain these faces). If there are
more than three incident edges, however, then a degenerate condition exists.
The vertex in this case can be defined in many ways, by the intersection of any
three of the incident faces.
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4. Algebraic Interpretation of
Choosing an Edge: Reduced Costs

In the geometric view, the simplex method prepares to leave the current ver-
tex of the feasible polyhedron by choosing an edge along which the objective
function is improving. This section introduces the algebraic equivalent of an
edge: a half-line of solutions that is generated when one nonbasic variable is al-
lowed to increase from zero. Using this idea, we derive a formula for a “reduced
cost” that indicates whether the objective will improve as the solution moves
out along such a line.

4.1 The effect on the basic variables
when a nonbasic variable is increased from zero

Suppose that we have found some basis B that is feasible: there is an as-
sociated basic solution x̄B that satisfies Bx̄B � b, x̄B � 0. To generate further
solutions that might give better objective values, we can let one of the nonbasic
variables in xN increase from zero. We must then adjust the values of the basic
variables, however, so that the constraints Ax � b continue to be satisfied.

Specifically, let xp, p 2 N denote some nonbasic variable that will be al-
lowed to take positive values, while all the other nonbasic variables continue
to be fixed at zero. Then the equations Ax � b, with all the other nonbasics
dropped out, have the form

BxB � apxp � b;

where ap is the column of A corresponding to the nonbasic variable xp. Since
B is a square matrix having linearly independent columns, it is nonsingular; we
could move the apxp term to the right and multiply through by B�1 to get

xB � �B�1b�� �B�1ap�xp:

Thus we see that adjusted basic values xB are a linear function of the nonbasic
value xp. As xp is increased from zero, this function defines a half-line, or ray,
of solutions.

The above formula is easily rearranged to be more computationally appro-
priate. We have already defined x̄B so that

Bx̄B � b a x̄B � B�1b;

and we can similarly define a vector yB to satisfy

ByB � ap a yB � B�1ap:

Writing � for the value given to xp, and substituting in the expression for xB
above, we have the following expression for the ray of solutions:

xp � � � 0

xB � x̄B � �yB

)
where ByB � ap;
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with all nonbasic variables other than xp still fixed at zero. For � � 0 this just
gives the original basic solution with xB � x̄B and xN � 0; but for � > 0 it gives
other, generally nonbasic solutions.

For a particular basic variable xi, i 2 B, we have xi � x̄i��yi. Thus you can
think of yi as giving the amount by which xi will change for each increase of 1
in the value of xp. (In calculus terms, it would be like the derivative of xi with
respect to xp.)

The analogy of the ray of solutions to the geometry of the linear program is
easy to state:

A ray of solutions corresponds to a half-line
extending from a vertex and along an edge of the feasible region.

In the case of a degenerate basic solution, this statement does need to be quali-
fied somewhat as we will explain later.

4.2 The effect on the objective value
when a nonbasic variable is increased from zero

So far we have seen that it is possible to move along a ray of solutions by
increasing a nonbasic variable. But is it desirable? To give an answer, we must
analyze the effect on the objective value.

To derive a formula for the answer, we must introduce some notation for
the objective evaluated at the current basic solution and along the ray:

cB the m-vector of coefficients from c
that correspond to the basic variables in xB

z̄ the value of the objective function at the current basic
solution x̄

z��� the value of the objective function at the point on the ray
of solutions where xp � �

At a basic solution the nonbasic variables, being zero, do not contribute to the
value of the objective. Hence z̄ � cBx̄B. What we want is a formula for z���, as
a function of �.

On the ray of solutions, only the basic variables together with xp contribute
to the objective value. Thus z��� � cBxB � cpxp. We have already seen, how-
ever, that the ray is defined by xp � � and xB � x̄B � �yB. Substituting and
rearranging, we get

z��� � cBxB � cpxp
� cB�x̄B � �yB�� cp���
� z̄ � ��cp � cByB�

where cByB is the inner product of the vectors cB and yB.
This formula shows that the objective value along a ray of solutions is a

linear function of �, the value of the nonbasic variable. Moreover, the expression
cp � cByB gives the amount that the objective will change for each increase of
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1 in the nonbasic variable xp. (In the terminology of calculus it would be called
the derivative of z��� with respect to �.)

We can now answer the question posed above. If cp � cByB is negative, then
the objective value will continuously decrease as xp is pushed up from zero;
since the problem is to minimize, this will represent an improvement, so it will
be desirable to move along the ray. On the other hand, if cp � cByB > 0, then
the objective value will increase as xp is pushed from zero, and moving along
the ray will be disadvantageous; while if cp � cByB � 0, the objective value will
be the same for any value of xp and there will be no advantage to changing it.

The crucial quantity cp � cByB is known as the reduced cost of the variable
xp. We will call it dp. Its value can be computed by first solving ByB � ap
for yB, then accumulating cp �

P
i2B ciyi. However, if it is desired to compute

reduced costs for many nonbasic variables, then this approach will require that
a different vector yB be determined for each one.

As an alternative, we can define a new vector � � ��1; : : : ; �m� as the solu-
tion to

�B � cB
(or, to say the same thing another way, BT� � cB). Then

dp � cp � cByB � cp � ��B�yB
� cp ���ByB� � cp ��ap:

In this formula for the reduced cost, the inner product is between � and ap.
Given a particular B, we need only solve once for � ; then the reduced cost for
any xp is easily computed, by just substituting the appropriate cp and ap in the
formula. It is customary to refer to � as the price vector for the basis B, and the
process of computing reduced costs is consequently sometimes called “pricing
out”. As the name suggests, we will find that � has important meanings beyond
its convenience for computation.

To summarize, for a given basis B and nonbasic variable xp, the objective
value along the associated ray of solutions is

z��� � z̄ � �dp � z̄ � ��cp ��ap�:

The objective function is improving, as you move out from the current basic
solution along the ray, if and only if the reduced cost dp is negative.

In terms of geometry, the analogy for the reduced cost is not hard to guess:

If a nonbasic variable has a negative reduced cost,
its ray of solutions corresponds to an edge
along which the objective function is improving.

On the other hand, a nonnegative reduced cost gives a correspondence to an
edge along which the objective is not improving. Thus you might expect that,
when all the reduced costs are nonnegative — corresponding to all incident
edges being non-improving — then the current basic feasible solution is optimal.
We will eventually establish that this is indeed the case.
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4.3 Examples

Suppose that we now add an objective function to our previous example, so
that it becomes the following linear program:

Minimize � x1 � x2 � 2x3 � 2x4 � 2x5

Subject to x1 � 2x2 � x3 � 4x4 � 2x5 � 2
x1 � x2 � 2x3 � 3x4 � x5 � 4

x1; : : : ; x5 � 0

Let x̄B � �x̄1; x̄2� � �6;2� be the current basic solution, and imagine that non-
basic variable x4 is allowed to move away from zero, while x3 and x5 remain
fixed. The unique solution to

ByB � a4 a

"
1 �2
1 �1

#
yB �

"
�4
�3

#

is yB � ��2;1�. Thus an associated ray of solutions is given by

x4 � � � 0

xB � x̄B � �yB �
"

6
2

#
� �

"
�2

1

#
�
"

6� 2�
2��

#

and x3 � x5 � 0; that is, x � �6� 2�;2� �;0; �;0� for any � � 0.
To compute the reduced costs at this basis, we observe that cB � ��1;�1�,

and solve

�B � cB a BT� � cB a

"
1 1
�2 �1

#
� �

"
�1
�1

#

for � � �2;�3�. Then we have

d3 � c3 ��a3 � �2� �2;�3� � �1;2� � 2
d4 � c4 ��a4 � �2� �2;�3� � ��4;�3� � �3
d5 � c5 ��a5 � �2� �2;�3� � �2;�1� � �9

Since both d4 and d5 are negative, we can improve the objective function by
letting either of the nonbasic variables x4 or x5 increase from zero. On the
other hand, since d3 is not negative, we cannot improve the objective by letting
nonbasic variable x3 increase (indeed, we can only make the objective worse).

Just to double-check one of the reduced costs, we can substitute the our
previously derived expression for the x4 ray into the objective function:

z��� � cx � ��1;�1;�2;�2;�2� � �6� 2�;2� �;0; �;0� � �8� 3�:

This is precisely z̄ � �d4, as the derivation has predicted it should be.
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5. Algebraic Interpretation of Moving to
the Next Vertex: The Minimum Ratio Test

When looking at the graph of a linear program, you have no trouble follow-
ing an edge of the feasible region from one of its vertices to the other. We now
show how an algebraic simplex method can carry out an analogous operation,
by following a ray of solutions from one basic feasible solution to another. Since
there is no graph to follow, we will have to derive some formulas that indicate
which basic feasible solution is reached; specifically, we will show that it is nec-
essary to identify a certain “minimum ratio” corresponding to a basic variable
that falls to zero.

This section begins, like previous ones, with a derivation of formulas and
an example. We then present some more examples for two special cases—
unboundedness and degeneracy—that present additional complications.

5.1 Feasibility along a ray of solutions

A little more geometry will help to motivate the formulas we want to derive
here. Imagine that you are at a vertex, and that you identify an edge along which
the objective function improves. Because the objective is linear, the further you
move along the edge, the more improvement in the objective you get. The only
thing that stops you from moving along the edge indefinitely is that you reach
the opposite vertex; if you moved any further, you would go past the vertex and
outside the feasible region.

Now consider the algebraic analogue. You start at a basic feasible solution,
and identify a nonbasic variable xp whose reduced cost is negative. Next you
solve ByB � ap. Then you can move along the ray of solutions defined by the
basis and xp,

xp � � � 0;
xi � x̄i � �yi; for all i 2 B;

by steadily increasing �. The objective value will steadily drop as a result. Ob-
viously, you would like to increase � as much as possible, so that the objective
drops as much as possible.

What can prevent you from increasing �? If you increase it too much, some
of the variables xi may become negative! In other words, moving too far along
the ray of solutions may cause you to leave the feasible region (where all xi � 0),
just as in the geometric analogy.

The question we need to answer is thus the following: How large can we
make the value � of the entering variable while preserving nonnegativity of the
basic variables? In symbols, we want the largest possible � such that

xi � x̄i � �yi � 0; for all i 2 B:

Clearly if yi � 0, however, then xi will only increase as � increases—it will be
nonnegative for any � � 0. Thus we only need to consider the condition that
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x̄i � �yi � 0; for all i 2 B such that yi > 0:

Rearranging this inequality, we see that � must satisfy

� � x̄i=yi; for all i 2 B such that yi > 0:

Since � must be � all of these ratios x̄i=yi, we can say equivalently that it must
be less than or equal to their minimum:

� � Òp �min
i2B

–x̄i=yi : yi > 0˝:

We have shown that the solutions along the ray are feasible for 0 � � � Òp,
where Òp is the minimum ratio of x̄i to yi for all positive entries in yB.

The geometric analogy can now be made explicit:

The line segment of solutions given by 0 � xp � Òp
corresponds to an edge of the feasible region.

Naturally, this segment corresponds to an improving (or “upward”) edge if and
only if also the reduced cost dp < 0.

5.2 Moving to another basic feasible solution

Suppose now that we let the variable xp take on the largest value of � at
which feasibility is preserved. Thus

� � Òp � x̄q=yq
for some index q 2 B that achieves the minimum ratio above.

Substituting into the formula for the ray of solutions,

xq � x̄q � �yq � x̄q � �x̄q=yq�yq � 0:

In words, when � reaches its maximum feasible value, there is a basic variable
— the one giving the minimum ratio xq=yq — that exactly falls to zero. Indeed,
the ratio xi=yi just represents the level of � that results in xi being exactly zero;
the minimum of these ratios represents the level of � at which a basic variable
first becomes zero. It is impossible to increase � any further than the minimum
ratio without this variable, which we are calling xq, becoming negative.

What is the new feasible solution like at � � Òp? Potentially the variables
that are positive include xp (which we have increased from zero) and all of the
basic variables except xq (which has just dropped to zero). Hence it appears
that we have moved to a new basic feasible solution, by adding xp to the basis
and dropping xq.

If xp was chosen to have a negative reduced cost dp, then the objective value
drops by dp for every 1 that � increases. Thus the new basic feasible solution
has an objective value of Òpdp less than the old one.

The analogy between the algebra and the geometry can now be completed:

The basic solutions given by xp � 0 and xp � Òp
correspond to two adjacent vertices
connected by an edge of the feasible region.
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To prove this claim fully, we would have to show that, when xp is added to the
basis and xq is dropped, the resulting matrix B still has linearly independent
columns. A straightforward algebraic argument can establish this fact, however.

5.3 A simple example

Continuing the example from previous sections,

Minimize � x1 � x2 � 2x3 � 2x4 � 2x5

Subject to x1 � 2x2 � x3 � 4x4 � 2x5 � 2
x1 � x2 � 2x3 � 3x4 � x5 � 4

x1; : : : ; x5 � 0

suppose x1 and x2 are basic. Then we have

x̄B � �x̄1; x̄2� � �6;2�;

with objective value z̄ � �8. We have determined that d4 � �3, so x4 can enter
the new basis. Next we solve ByB � a4 to get

yB � �y1; y2� � ��2;1�:

Since y1 is negative and only y2 is positive, the minimum ratio is trivially estab-
lished to be

Ò4 �min
i2B

–x̄i=yi : yi > 0˝ � x̄2=y2 � 2=1 � 2:

Hence a better basic feasible solution ought to be attained by adding x4 to the
basis, and dropping x2. Indeed, it is easy to check that the resulting basic
solution has x̄B � �x̄1; x̄4� � �10;2�, with an improved objective of z̄ � �14.

To further see what is going on here, look at the explicit formula for the ray
of solutions that we calculated previously:

x � �x1; x2; x3; x4; x5� � �6� 2�;2� �;0; �;0�:

Because y1 < 0, x1 � 6 � 2� is increasing along the ray; it will be nonnegative
for any �. On the other hand, since y2 > 0, x2 � 2 � � is decreasing along the
ray; at the value of � � Ò4 � 2, this variable decreases to zero. Substituting
� � 2 in the formula for the ray, we get exactly x � �10;0;0;2;0�, the new basic
feasible solution.

By our previous reasoning, the objective value should have been changed by
the minimum ratio times the reduced cost, or Ò4d4 � 2 � ��3� � �6. That is just
what happened; the objective decreased from �8 to �14.

5.4 The degenerate case

We have been claiming that a basis change as determined by the minimum ra-
tio test must reduce the objective value. The reasoning is that the value changes
by Òpdp, where dp is chosen to be negative, and Òp is positive.

If some of the elements of x̄B are zero, however, then it is possible that
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x̄q � 0 and yq > 0

for some index q. In this case the minimum ratio is necessarily Òp � x̄q=yq �
0 —how could it be any smaller? Consequently Òpdp � 0, and it would seem
that the objective does not change at all.

The problem here can be appreciated by looking at the formula for the basic
variable xq along the ray of solutions:

xq � x̄q � �yq � 0� �yq; yq > 0:

The value of xq starts out at zero, and for any positive value of � it becomes
negative. Thus the maximum value of � that preserves a feasible solution is
Òp � 0; there is no way to increase the nonbasic variable xp to any positive
value without forcing xq to an unacceptable negative value.

As a specific illustration, suppose that in our previous example we have x1

and x3 basic. Thus

x̄B � �x̄1; x̄3� � �0;2�;

giving a basic feasible solution of x̄ � �0;0;2;0;0�, with objective value z̄ � �4.
The price vector and reduced costs are computed by the usual formulas:

BT� � cB a

"
1 1
1 2

#
� �

"
�1
�2

#
a � � �0;�1�

d2 � c2 ��a2 � �1� �0;�1� � ��2;�1� � �2
d4 � c4 ��a4 � �2� �0;�1� � ��4;�3� � �5
d5 � c5 ��a5 � �2� �0;�1� � �2;�1� � �3

All of the reduced costs are negative, so any of the three nonbasic variables can
be chosen. If you choose x5, then

ByB � a5 a

"
1 1
1 2

#
yB �

"
2
�1

#
a yB � �y1; y3� � �5;�3�:

The only positive component of yB is y1, so the minimum ratio is x1=y1 �
0=5 � 0. Hence x5 cannot be increased at all without x1 becoming negative.

Suppose that you decide to bring x5 into the basis anyway, while dropping
x1. Then the new basis gives x̄B � �x̄5; x̄3� � �0;2�; the basic feasible solution
is still x̄ � �0;0;2;0;0�, and the objective value is still �4. All you have done is
to move from one basis for the degenerate solution x̄ to another basis for this
solution. This is a degenerate iteration.

If you instead choose x2, then you get a different yB:

ByB � a2 a

"
1 1
1 2

#
yB �

"
�2
�1

#
a yB � �y1; y3� � ��3;1�:

Here the only positive component of yB is y3, and the minimum ratio is x3=y3 �
2=1 � 2. Thus x2 can be increased up to a value of 2, before x3 falls to zero.
When x2 replaces x3 in the basis, we get a new basic solution at the next itera-
tion of x̄B � �x̄1; x̄2� � �6;2�, and the objective value declines to z̄ � �8.
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This example is typical of what happens when one or more basic variables
are at a value of zero. Even though you pick a nonbasic variable that has a
negative reduced cost, you may not be able to increase it more than zero before
some basic variable becomes negative. In that case you can make a basis change,
but you will just arrive at another basis for the same degenerate solution, and
the objective value will not be improved.

It may happen that if you pick some other nonbasic variable that has a neg-
ative reduced cost, then you will be able to increase it a positive amount, and
hence you will be able to improve the objective value. But can you be sure that
such a nonbasic variable exists? This is an issue that we will come back to, once
we have shown that the simplex method works in the nondegenerate case.

5.5 The unbounded case

Another assumption we have been making is that the minimum ratio,

Òp �min
i2B

–x̄i=yi : yi > 0˝;

is a well-defined, finite number. But what if yi � 0 for every one of the compo-
nents of yB? Then we would be taking the minimum over an empty set!

It’s not hard to see what is happening here. Recall that the ray of solutions
extending from a basic feasible solution is given by

xp � � � 0;
xi � x̄i � �yi; for each i 2 B:

If all yi � 0, then not only is x̄i � 0, but xi � 0 for any positive value of �—no
matter how large. As a result, xp can be increased as much as you like, without
any basic variable going negative and making the solution infeasible.

For each 1 that xp increases from zero, however, the objective value declines
by an amount equal to the reduced cost, dp. Hence if xp can be increased any
amount, the objective can be made to decline any amount. The linear program
in this case is said to be unbounded. You can think of it as having an objective
that can be minimized all the way down to �1.

As an example, consider for a final time the preceding two-constraint linear
program with basic variables x1 and x2. The basic feasible solution is x̄B �
�x̄1; x̄2� � �6;2�, or x̄ � �6;2;0;0;0�. We have seen before that d5 � �9, so that
x5 can be picked to enter the basis. Then

ByB � a5 a

"
1 �2
1 �1

#
yB �

"
2
�1

#
a yB � �y1; y2� � ��4;�3�:

No component of yB is positive, and hence this linear program is unbounded.
To verify this conclusion, you can check that the ray of solutions given by

x5 � � and xi � x̄i � �yi is

x̄ � �6� 4�;2� 3�;0;0; ��:

Obviously x̄ remains feasible as � increases. Moreover, plugging into the ob-
jective function, we get cx̄ � �8 � 9�, which obviously goes off to �1 as �
increases.
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6. The Simplex Algorithm

The preceding sections have developed a procedure for finding an optimal
solution to any linear program in the standard algebraic form. This procedure
is the simplex algorithm or method.

We begin by providing a full outline and then a full algebraic description of
the algorithm. Then we prove that, under certain assumptions, it really does
always find an optimal solution (if any exists). We conclude with an extended
example.

6.1 Outline of the algorithm

The simplex algorithm consists of a series of iterations. The first iteration
of the algorithm starts from some given basic feasible solution, and moves to a
new basic feasible solution that achieves a better value of the objective function.
The second iteration starts from the basic feasible solution that was found at
the end of the first iteration, and moves to a newer basic feasible solution that
achieves an even better value of the objective. The third iteration starts from the
basic feasible solution that was found at the end of the second iteration, . . . and
so forth. Each iteration works in the same way; it starts from the basic feasible
solution provided by the previous iteration, and follows a certain procedure to
find a better such solution.

The simplex algorithm does not iterate indefinitely. After some finite num-
ber of iterations, it either arrives at a basic feasible solution that cannot be
improved upon, or it discovers that the linear program is unbounded.

The steps of a simplex iteration have been developed in the previous sec-
tions. We summarize them first in outline form, along with the geometric ana-
logues that motivated them:

Algebraic Geometric

Given: A basic feasible
solution satisfying
Bx̄B � b, x̄B � 0.

Given: A vertex of the
feasible region.

(1) Compute reduced costs
dj � cj ��aj , where
�B � cB.

(1) Test whether edges from
this vertex head up or
down.

(2) If all dj � 0, stop with an
optimal solution.

(2) Are there any upward
edges? If no, stop with
an optimal solution.

(3) Otherwise, choose p
such that dp < 0.

(3) If yes, pick an upward
edge.

(4) Solve ByB � ap. (4) Travel up the chosen
edge.
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(5) If all yi � 0, stop with an
unbounded solution.

(5) Do you come to another
vertex? If no, stop with
an unbounded solution.

(6) Otherwise, choose q that
achieves a minimum
ratio: x̄q=yq � Òp �
min –x̄i=yi : yi > 0˝.

(6) If yes, proceed up the
edge as far as you can.

(7) Compute the new
feasible solution:
x̄p  Òp,
x̄B  x̄B �ÒpyB.

(7) Stop at the new vertex
that you reach.

(8) Change the basis: Make
the qth variable
nonbasic, and the pth
variable basic. Repeat
from (1).

(8) Now you’ve found a new
vertex higher the one
you started with. So,
begin the steps anew.

6.2 Statement of the algorithm

In more formal terms, the simplex algorithm — or at least the version of it
developed here — is a method for solving linear programs in the following form:

Minimize cx
Subject to Ax � b

x � 0

The algorithm starts with a square nonsingular submatrix B of A — and a cor-
responding subset B of basic variables — that give a basic solution x̄,

x̄N � 0;
Bx̄B � b;

that is feasible: x̄B � 0. We write cB for the vector of elements from c that
correspond to the basic variables, and ap for the column of A that corresponds
to the nonbasic variable xp.

The algorithm executes the following steps repeatedly, as many times as
necessary until it stops:

(1) Solve �B � cB (equivalently, BT� � cB) for the m-vector � .

(2) Test for optimality: If every nonbasic variable xj , j 2 N , satis-
fies dj � cj ��aj � 0, then x̄ is an optimal solution. Stop.

(3) Choose entering variable: Pick a nonbasic variable xp, p 2 N ,
such that dp � cp ��ap < 0.

(4) Solve ByB � ap for the m-vector yB.

(5) Test for unboundedness: If every basic variable xi has yi � 0,
then the objective can be decreased without bound. Stop.
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(6) Choose leaving variable: Pick a basic variable xq , q 2 B, such
that Òp � xq=yq minimizes xi=yi over all i 2 B such that yi >
0.

(7) Update the solution: Reset x̄p  Òp, and x̄B  x̄B �ÒpyB.

(8) Change the basis: Replace q by p in B, and replace the column
corresponding to the qth variable with the column correspond-
ing to the pth variable in B.

Notice that the steps of an iteration fall into three main parts. Steps (1)–(3)
are concerned with choosing an entering variable; (4)–(6) are concerned with
choosing a leaving variable; and (7)–(8) make the resulting change of basis.

6.3 Proof of the algorithm

We have argued that the simplex algorithm ought to work, because its steps
make a lot of sense. This is not enough, however, to guarantee that it really will
find an optimal solution to any linear program that has one. To ensure that the
algorithm can be relied upon in all cases, we need to offer some kind of proof
that it works. The same must be done for any optimization algorithm, before it
can by used confidently. Thus the proofs given below are examples of certain
kinds of arguments that must be made frequently in optimization.

To avoid inessential complications, we begin by making two assumptions
about the linear programs that are to be solved:

At least one basic feasible solution can be found.

Every basic feasible solution is nondegenerate, in the sense that every
basic variable takes a strictly positive value.

In the following section, we will see that the first assumption is easily accom-
modated. The second assumption is much more problematical; without it, some
degenerate iterations are unavoidable, but fortunately there are both theoretical
and practical ways of insuring that not all iterations are degenerate and that an
optimal basic solution is eventually reached.

The first assumption guarantees that, given any linear program (that has
been put into the form we require), the simplex algorithm can be started up.
There are then two aspects to a proof: to show that the algorithm eventually
stops, and to show that it can only stop with an optimal or unbounded solution.

Proof of termination. We have already observed that each full iteration of
the simplex algorithm steps from a basic feasible solution at which the objective
value is z̄, to a basic feasible solution at which the objective is z̄ �Òpdp, where

Òp � x̄q=yq �min
i2B

–x̄i=yi : yi > 0˝

is the minimum ratio defined by the entering variable xp. Step (3) of the algo-
rithm chooses dp < 0. The nondegeneracy assumption ensures that xi > 0 for
all i 2 B, and hence that xi=yi > 0 whenever yi > 0. Thus Òp is the minimum of
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positive ratios, implying that Òp > 0. We conclude that Òpdp < 0, from which
it follows that the objective value decreases at every full iteration.

Since each basis is defined by a choice of m basic variables from the linear
program’s n variables, there can be only a finite number of different bases. If
the algorithm never stopped, therefore, it would eventually run out of different
bases to visit, and it would have to visit one of them twice.

Since the objective is decreasing at every iteration, however, the simplex
algorithm cannot possibly visit any basis more than once. Hence it is contradic-
tory to assume that the algorithm never stops. The only consistent conclusion
left to us is that it always eventually terminates, in step (2) or step (5), after
finitely many iterations.

Proof of unboundedness. If the algorithm stops in step (5), then it demon-
strates the existence of a ray of feasible solutions,

xp � � � 0;
xi � x̄i � �yi; yi � 0;

along which the objective value z��� � z̄ � �dp is continually decreasing. It
follows that the linear program is unbounded.

Proof of optimality. Imagine now that the algorithm has stopped in step (2),
and let x� denote the solution it has found. Since x� is a basic feasible solution,
we have Bx�B � b, x�B � 0, and x�N � 0. The current objective value is cx�, or
cBx�B . Let �� be the price vector that was determined in step (1), and let the
reduced costs be d�j � cj ���aj for all j 2N .

To show that x� is optimal, we need only show it achieves at least as good
an objective value as any other feasible solution — basic or otherwise. So, let x0

denote some other feasible solution: Ax0 � b, x0 � 0.
Define x0B to be the part of x0 corresponding to the basic variables in x�,

and x0N to be the part corresponding to the nonbasic variables in x�. Then the
equations Ax0 � b can be solved for x0 as follows:

Ax0 � b a Bx0B �
P
j2N ajx0j � b

a x0B � B�1�b �Pj2N ajx0j�
a x0B � x�B �

P
j2N �B�1aj�x0j

Substituting this expression for x0B in the formula cx0 for the objective function,
we get:

cx0 � cBx0B �
P
j2N cjx0j

� cB�x�B �
P
j2N �B�1aj�x0j��

P
j2N cjx0j

� cBx�B �
P
j2N �cj � cBB�1aj�x0j

� cBx�B �
P
j2N �cj ���aj�x0j

� cBx�B �
P
j2N d�j x

0
j
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Since the algorithm stopped in step (2), however, it must be that d�j � 0 for all
nonbasic xj . And, since x0 is feasible, x0j � 0. Thus the sum in the last line
above is nonnegative, from which it follows that cx0 � cBx�B .

We have shown that the objective value at x0 cannot be less than the objec-
tive value at x�. Since this is true for any feasible x0, the solution x� must be
minimal, which is what we set out to prove.

6.4 An example

As an illustration of several consecutive iterations of the simplex algorithm,
we introduce the following small linear program:

Minimize � 3x1 � x2 � 3x3

Subject to 2x1 � x2 � x3 � x4 � 2
x1 � 2x2 � 3x3 � x5 � 5

2x1 � 2x2 � x3 � x6 � 6

x1; : : : ; x6 � 0

The relevant vectors and matrices are

c �
h
�3 �1 �3 0 0 0

i
;

A �

2
64

2 1 1 1 0 0
1 2 3 0 1 0
2 2 1 0 0 1

3
75 ; b �

2
64

2
5
6

3
75 :

An obvious starting point is the basis that consists of the variables x4, x5 and
x6. Then the basic feasible solution, with its associated basis matrix and objec-
tive coefficients, is

cB �
h

0 0 0
i
;

B �

2
64

1 0 0
0 1 0
0 0 1

3
75 ;

x̄B �
h

2 5 6
i
�
h
x̄4 x̄5 x̄6

i
;

with nonbasic variables x̄1 � x̄2 � x̄3 � 0. The objective value is z̄ � 0.
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1st Iteration.

(1) BT� � cB )

2
64

1 0 0
0 1 0
0 0 1

3
75� �

2
64

0
0
0

3
75 ) � � �0;0;0�.

(2) d1 � c1 ��a1 � �3� �0;0;0� � �2;1;2� � �3;
d2 � c2 ��a2 � �1� �0;0;0� � �1;2;2� � �1;
d3 � c3 ��a3 � �3� �0;0;0� � �1;3;1� � �3.

Not optimal, since there are negative reduced costs.

(3) Pick x2, with d2 � �1 < 0, to enter the basis.
(We could also have picked x1 or x3.)

(4) ByB � ap )

2
64

1 0 0
0 1 0
0 0 1

3
75yB �

2
64

1
2
2

3
75

) yB � �y4; y5; y6� � �1;2;2�:

(5) Not unbounded, since there are positive entries in yB.

(6) y4 > 0: x̄4=y4 � 2=1 � 2
y5 > 0: x̄5=y5 � 5=2 � 2:5
y6 > 0: x̄6=y6 � 6=2 � 3

Pick x4, with minimum ratio Ò2 � x̄4=y4 � 2, to leave the basis.

(7) x̄2  Ò2 � 2;2
64
x̄4

x̄5

x̄6

3
75 x̄B �Ò2yB �

2
64

2
5
6

3
75� 2

2
64

1
2
2

3
75 �

2
64

0
1
2

3
75.

(8) The new basic feasible solution is

cB �
h
�1 0 0

i
;

B �

2
64

1 0 0
2 1 0
2 0 1

3
75 ;

x̄B �
h

2 1 2
i
�
h
x̄2 x̄5 x̄6

i
;

with nonbasic variables x̄1 � x̄3 � x̄4 � 0. The objective value is z̄ � �2.
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2nd Iteration.

(1) BT� � cB )

2
64

1 2 2
0 1 0
0 0 1

3
75� �

2
64
�1

0
0

3
75 ) � � ��1;0;0�.

(2) d1 � c1 ��a1 � �3� ��1;0;0� � �2;1;2� � �1;
d3 � c3 ��a3 � �3� ��1;0;0� � �1;3;1� � �2;
d4 � c4 ��a4 � 0� ��1;0;0� � �1;0;0� � 1:

Not optimal, since there are negative reduced costs.

(3) Pick x3, with d3 � �2 < 0, to enter the basis.
(We could also have picked x1.)

(4) ByB � ap )

2
64

1 0 0
2 1 0
2 0 1

3
75yB �

2
64

1
3
1

3
75

) yB � �y2; y5; y6� � �1;1;�1�:

(5) Not unbounded, since there are positive entries in yB.

(6) y2 > 0: x̄2=y2 � 2=1 � 2
y5 > 0: x̄5=y5 � 1=1 � 1
y6 � 0: no ratio

Pick x5, with minimum ratio Ò3 � x̄5=y5 � 1, to leave the basis.

(7) x̄3  Ò3 � 1;2
64
x̄2

x̄5

x̄6

3
75 x̄B �Ò3yB �

2
64

2
1
2

3
75� 1

2
64

1
1
�1

3
75 �

2
64

1
0
3

3
75.

(8) The new basic feasible solution is

cB �
h
�1 �3 0

i
;

B �

2
64

1 1 0
2 3 0
2 1 1

3
75 ;

x̄B �
h

1 1 3
i
�
h
x̄2 x̄3 x̄6

i
;

with nonbasic variables x̄1 � x̄4 � x̄5 � 0. The objective value is z̄ � �4.
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3rd Iteration.

(1) BT� � cB )

2
64

1 2 2
1 3 1
0 0 1

3
75� �

2
64
�1
�3

0

3
75 ) � � �3;�2;0�.

(2) d1 � c1 ��a1 � �3� �3;�2;0� � �2;1;2� � �7;
d4 � c4 ��a4 � 0� �3;�2;0� � �1;0;0� � �3;
d5 � c5 ��a5 � 0� �3;�2;0� � �0;1;0� � 2:

Not optimal, since there are negative reduced costs.

(3) Pick x1, with d1 � �7 < 0, to enter the basis.
(We could also have picked x4 to re-enter the basis.)

(4) ByB � ap )

2
64

1 1 0
2 3 0
2 1 1

3
75yB �

2
64

2
1
2

3
75

) yB � �y2; y3; y6� � �5;�3;�5�:

(5) Not unbounded, since there is a positive entry in yB.

(6) y2 > 0: x̄2=y2 � 1=5 � 0:2
y3 � 0: no ratio
y6 � 0: no ratio

Pick x2, with minimum ratio Ò1 � x̄2=y2 � 0:2, to leave the basis.

(7) x̄1  Ò1 � 0:2;2
64
x̄2

x̄3

x̄6

3
75 x̄B �Ò1yB �

2
64

1
1
3

3
75� 0:2

2
64

5
�3
�5

3
75 �

2
64

0:0
1:6
4:0

3
75.

(8) The new basic feasible solution is

cB �
h
�3 �3 0

i
;

B �

2
64

2 1 0
1 3 0
2 1 1

3
75 ;

x̄B �
h

0:2 1:6 4:0
i
�
h
x̄1 x̄3 x̄6

i
;

with nonbasic variables x̄2 � x̄4 � x̄5 � 0.
The objective value is z̄ � �5:4.
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4th Iteration.

(1) BT� � cB )

2
64

2 1 2
1 3 1
0 0 1

3
75� �

2
64
�3
�3

0

3
75 ) � � ��1:2;�0:6;0�.

(2) d2 � c2 ��a2 � �1� ��1:2;�0:6;0� � �1;2;2� � 1:4;
d4 � c4 ��a4 � 0� ��1:2;�0:6;0� � �1;0;0� � 1:2;
d5 � c5 ��a5 � 0� ��1:2;�0:6;0� � �0;1;0� � 0:6:

Stop with optimal solution, since all reduced costs are nonnegative.

Here is a summary of the iterations:

Basic solution

Basis x̄1 x̄2 x̄3 x̄4 x̄5 x̄6 z̄
1 x4 x5 x6 0.0 0.0 0.0 2.0 5.0 6.0 0:0
2 x2 x5 x6 0.0 2.0 0.0 0.0 1.0 2.0 �2:0
3 x2 x3 x6 0.0 1.0 1.0 0.0 0.0 3.0 �4:0
4 x1 x3 x6 0.2 0.0 1.6 0.0 0.0 4.0 �5:4

Nonbasic variable x2 entered the basis at the first iteration, but was forced to
leave at the third iteration. In general, individual variables will enter and leave
the basis numerous times during the simplex algorithm’s progress. It is only
the full set B of basic variable indices that always changes.
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7. Finding a Feasible Solution

Our development up to this point has assumed that we can always find a
basic feasible solution from which to start the simplex algorithm. This section
shows how the simplex algorithm itself can be used to find such a solution, or
to demonstrate that no feasible solution exists. Combined with the algorithm of
the previous section, the result is a “two-phase” approach to finding a feasible,
optimal basis.

Later we will show that finding a feasible solution to Ax � b, x � 0 is “just
as hard” as finding an optimal solution, in a sense that can be made precise.
Thus it makes sense to use the same algorithm for finding feasible solutions as
for finding optimal ones; it is unlikely that there will be an easier way.

7.1 The two-phase approach

For some linear programs of simple structure, there is an obvious basic fea-
sible solution. As an example, there is the prototypical maximum revenue pro-
duction model,

Maximize
Pn
j�1 cjxj

Subject to
Pn
j�1 aijxj � bi; i � 1; : : : ;m

xj � 0; j � 1; : : : ; n

where bi is the amount of scarce resource i available. This LP can be converted
to the standard algebraic form, as you have seen, by the addition of slack vari-
ables:

Maximize
Pn
j�1 cjxj

Subject to
Pn
j�1 aijxj � si � bi; i � 1; : : : ;m

xj � 0; j � 1; : : : ; n
si � 0; i � 1; : : : ;m

There are m constraints, and we can take the m slack variables si to be basic,
leaving the n variables xj nonbasic. The basis matrix is then just

B � I �

2
66664

1
1

. . .
1

3
77775
;

the matrix of coefficients of the si variables; it is an “identity” matrix whose
columns are trivially independent for any m. The associated basic solution is
x̄j � 0, j � 1; : : : ; n and s̄i � bi, i � 1; : : : ;m. Such a solution is feasible for any
sensible LP of this kind, because all the bi values are nonnegative — it wouldn’t
make sense to have a negative amount of a scarce resource available. You can
think of this solution as being the obvious starting point at which no products
are manufactured, and no resources are used.
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In many cases, unfortunately, the identity of basic feasible solutions is far
from obvious. A minimum cost blending model, for instance, has the following
standard form after the addition of surplus variables:

Minimize
Pn
j�1 cjxj

Subject to
Pn
j�1 aijxj � si � bi; i � 1; : : : ;m

xj � 0; j � 1; : : : ; n
si � 0; i � 1; : : : ;m

The values bi � 0 represent the amounts of different qualities required in the
blend. The basis of all si variables is not feasible in this case, since it gives
s̄i � �bi, i � 1; : : : ;m. To provide a feasible blend at all, some positive xj
variables will be needed in the basis, yet there is no simple way to know which
ones will be needed. The models used in many applications are a good deal
more complicated in structure than this one, and the chance of happening upon
a basic feasible solution is even more remote.

To deal with this difficulty, you can imagine that the simplex algorithm is
applied in two “phases” as follows:

Phase I: Starting from a basis that isn’t feasible, iterate until you find
a feasible one.

Phase II: Starting from the feasible basis that you found in phase I,
iterate until you find an optimal one.

Clearly phase II can be done by the simplex algorithm as already described. The
remainder of this section explains several ways in which the simplex algorithm
can also be used for phase I.

7.2 A simple phase I:
Minimizing a sum of artificial variables

The problem in phase I is essentially just

Solve
Pn
j�1 aijxj � bi; i � 1; : : : ;m

xj � 0; j � 1; : : : ; n

This is not a linear program, since there is no objective function. We can trans-
form it, however, to an equivalent problem that is a linear program. Further-
more, we can arrange that the equivalent LP has an obvious basic feasible solu-
tion; this is essential, since otherwise we would still have the problem of finding
a starting point for the simplex algorithm.

First, we can arrange that all bi � 0. If any bi < 0, we just transform the
problem by multiplying both sides of the ith constraint by �1.

Next, we make a transformation to the following linear program, in which
one extra variable has been added to each constraint:

Minimize
Pm
i�1ui

Subject to
Pn
j�1 aijxj �ui � bi; i � 1; : : : ;m

xj � 0; j � 1; : : : ; n
ui � 0; i � 1; : : : ;m
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Much as in the production model example, the obvious basis is B � I, with
feasible solution x̄j � 0 and ūi � bi. However, the objective is now the sum of
artificial variables ui, in place of the true objective.

The minimum of this linear program cannot be negative, since the objective
is the sum of nonnegative variables. Writing x�j and u�i for the optimal values
of the variables, there are two possibilities to consider.

If the minimum is zero, then all of the artificial variables must be at zero;
there is no way to have

Pm
i�1u

�
i � 0 and u�i � 0, i � 1; : : : ;m without having

u�i � 0 for all i � 1; : : : ;m. Thus in fact the x�j values satisfy
Pn
j�1 aijx

�
j � 0 �

bi, i � 1; : : : ;m and x�j � 0, j � 1; : : : ; n, which is a feasible solution to the
original linear program’s constraints.

If the minimum is greater than zero, on the other hand, then the original
constraints have no feasible solution. Indeed, suppose that a feasible solution
x̄j , j � 1; : : : ; n, does exist. Then by taking also ūi � 0, i � 1; : : : ;m, we get
a feasible solution to the phase I linear program above, with objective valuePm
i�1ui � 0. It follows that, if the minimum objective value for phase I is greater

than zero, then feasible solutions to the original constraints cannot possibly
exist.

Suppose, then, that we solve the phase I linear program by applying the sim-
plex algorithm, starting from the obvious feasible basis. If it finds a positive
minimum, we can stop and declare that no feasible solution is possible. Other-
wise, it finds a basic optimal solution that is feasible for the original LP, and we
can use that solution as the starting point for phase II.

This form of phase I is attractive for its simplicity. However, it suffers from
a number of drawbacks:

� Whenever the linear program is modified, then — unless the
optimal basis remains feasible — the simplex algorithm must
be restarted from the basis of all artificial variables.

� At least one iteration is required for the removal of each artifi-
cial variable from the basis.

� The feasible basis found by phase I may still contain some arti-
ficial variables, at degenerate values of 0, which must be dealt
with.

If there are slack variables in the formulation, then it is sometimes possible to
use a combination of slacks and artificials as a starting basis, cutting down on
the number of artificial variables needed. Rather than pursue this and other
refinements, however, we move on to a slightly more complicated phase I that
is more appropriate for computational purposes.

7.3 A practical phase I:
Minimizing the sum of infeasibilities

Suppose that x̄ is any solution at all to Ax � b. If x̄j is negative, we can
imagine that it represents an “infeasibility” in the amount of �x̄j ; for example,
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if x̄j is �10 then there is an infeasibility of 10. On the other hand, if x̄j � 0 then
it contributes no infeasibility.

To find a feasible solution, we can just minimize the sum of all infeasibilities:

Minimize
P
j:xj<0�xj

Subject to Ax � b
This objective is readily seen to have all the same properties as the artificial
objective analyzed above. It is always nonnegative. If a minimum of zero is
achieved by some solution, then it is a feasible solution. If the minimum is
greater than zero, then no feasible solution exists.

The infeasibility contributed by a variable can be plotted against the value
of the variable as follows:

infeasi-

xj

bility

This is not quite a linear function. It is “piecewise” linear: linear with a slope
of �1 at negative values of xj , and linear with a slope of 0 at positive values.
Nevertheless, with a few simple modifications, the simplex method can be used
to find a minimum of zero or to show that the minimum must be positive.

Imagine that a basic but infeasible solution is known: Bx̄B � b and xN � 0,
but some components x̄i < 0, i 2 B. Finding such a solution is much easier than
finding a basic feasible solution; all that is necessary is to identifym linearly in-
dependent columns of A. Moreover, at such a solution, the sum of infeasibilities
can be written in the following way:

X

j:xj<0

�xj � fBxB � fNxN ;

where fi �
(
�1 if xi < 0

0 if xi � 0

)
for all i 2 B

and fj � 0 for all j 2N .

The nonbasic variables all have coefficients of 0 because they are all fixed at
feasible values of zero, and will subsequently only be allowed to increase to
feasible values. Only the currently basic variables may take infeasible values.

The expression fBxB for the sum of infeasibilities looks much like the ex-
pression cBxB for the true objective function. The only difference is that fi is
not quite constant; it may be either �1 or 0, depending on the sign of xi. In
spite of this difference, however, we can carry out the first part of the simplex
algorithm as before, with the values fi and fj taking the place of ci and cj . Thus
we first solve

�B � fB
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for the price vector � , and then compute the reduced costs by

dj � fj ��aj � ��aj ;

since fj is 0 for all j 2N . If we can find a dp < 0, then the sum of infeasibilities
can be reduced by letting xp increase from zero, and adjusting the basic vari-
ables accordingly. If all dj � 0, then we can conclude that there is no feasible
solution to be found.

Once an xp has been chosen to enter the basis, we can still meaningfully
solve ByB � ap, and compute a minimum ratio

Òp �min
i2B

–x̄i=yi : x̄i � 0 and yi > 0˝:

The value of Òp indicates how large the entering variable xp can get before some
nonnegative basic variable falls to zero. As in the phase II simplex method, we
want to consider choosing some xq to leave the basis such that x̄q=yq achieves
the above minimum.

There is an extra complication is this case, however, because some of the
basic variables are at negative values. Along the ray of solutions defined by xp,

xp � � � 0;
xi � x̄i � �yi;

those basic variables with x̄i < 0 and yi < 0 are rising toward zero. How big
can � get before one of these infeasible variables reaches zero? None of them
will have passed zero yet, provided that

xi � x̄i � �yi � 0 for all x̄i < 0 with yi < 0;

or equivalently, rearranging the inequality, provided that

� �min
i2B

–x̄i=yi : x̄i < 0 and yi < 0˝:

Thus, if we want to increase the entering variable only until one of the basic vari-
ables hits zero, either from above or below, then we should pick the minimum
ratio to be

Òp �min
i2B

–x̄i=yi : x̄i � 0 and yi > 0 or
x̄i < 0 and yi < 0˝:

The leaving variable is chosen as one that achieves this minimum, after which
the rest of the iteration — updating the solution and the basis — proceeds as
before.

Putting this all together, we have the following steps for phase I of the sim-
plex algorithm, starting from any basis with Bx̄B � b, x̄N � 0 and at least one
x̄i < 0. They are repeated until the algorithm stops in step (2) or step (8).

(1) Solve �B � fB (equivalently, BT� � fB) for the m-vector � ,
where

fi �
(
�1 if x̄i < 0

0 if x̄i � 0

)
:
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(2) Test for infeasibility: If every nonbasic variable xj satisfies dj �
��aj � 0, then there is no feasible solution. Stop.

(3) Choose entering variable: Pick a nonbasic variable xp such that
dp � ��ap < 0.

(4) Solve ByB � ap for the m-vector yB.

(5) Test for unboundedness: There cannot be an unbounded solu-
tion in phase I—skip this step.

(6) Choose leaving variable: Pick a basic variable xq such that Òp �
x̄q=yq minimizes x̄i=yi over all i such that x̄i � 0 and yi > 0,
or x̄i < 0 and yi < 0.

(7) Update the solution: Reset x̄p  Òp, and x̄B  x̄B �ÒpyB.

(8) Change the basis: Replace q by p in B, and replace the column
corresponding to the qth variable with the column correspond-
ing to the pth variable in B.

If all x̄i � 0, a basic feasible solution has been found; stop and
use it as an initial basis for phase II.

The proof of this algorithm is much like that for phase II. It must eventually
stop, under a suitable nondegeneracy assumption, because the sum of infeasi-
bilities decreases at every iteration. If it stops in step (8) then obviously it has
found a basic feasible solution. An argument must be made that, if it stops in
step (2), then no feasible solution is possible; the proof can be adapted from the
proof of optimality for phase II.

7.4 A refined phase I:
Reducing the number of infeasibilities

So far we have only viewed the phase I simplex algorithm as reducing the
sum of infeasibilities, much as phase II reduces the linear objective cx. How-
ever, the algorithm can be refined somewhat by also putting some emphasis on
reduction in the number of infeasible variables.

In the algorithm above, if a negative variable is the first to hit zero then
it is chosen to leave the basis. Suppose instead that we let it rise past zero,
in the hope that some other infeasible basic variables will reach zero—further
reducing the number of basic variables that remain negative. Given again the
ray of solutions,

xp � � � 0;
xi � x̄i � �yi;

how big can � get before all the rising variables have become nonnegative? Re-
call that the negative variables are the ones with x̄i < 0, and the variables that
rise in value are those for which yi < 0. Thus we are looking for the smallest �
at which

xi � x̄i � �yi � 0 for all x̄i < 0 with yi < 0;
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or, rearranging, the smallest � such that

� � x̄i=yi for all x̄i < 0 with yi < 0:

Clearly the smallest � that is � all these ratios is just their maximum.
This analysis suggests that we define two critical ratios:

Ò0p � mini2B –x̄i=yi : x̄i � 0 and yi > 0˝;
Ò00p � maxi2B –x̄i=yi : x̄i < 0 and yi < 0˝:

The first ratio is the amount by which the entering variable can be pushed up
from zero before some feasible basic variable falls to zero. The second ratio is
the amount by which the entering variable can be pushed up from zero before
the last infeasible basic variable rises to zero. We want to stop according to
whichever of these events happens sooner, so we take

Òp �min �Ò0p;Ò00p �:

As before, the leaving variable is some xq such that x̄q=yq � Òp. This variable
reaches zero either by being the first to decrease to zero �x̄q=yq � Ò0p) or the
last to increase to zero �x̄q=yq � Ò00p ).

So long as no infeasible variable becomes positive, this version of phase I
is no different from the previous one, and the sum of infeasibilities declines as
before. At iterations where one or more infeasible variables do become positive,
however, the sum of infeasibilities can actually increase overall; all we know is
that the number of infeasibilities must be lower, since some formerly negative
variables became positive, while no positive variables were allowed to become
negative. Hence this version of phase I succeeds at each iteration in either re-
ducing the sum of infeasibilities while not letting the number of infeasibilities
go up, or in reducing the number of infeasibilities. This observation is enough
to guarantee termination after finitely many iterations, by the usual argument
that no basis can possibly be repeated.


